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Abstract
Performance appraisal is an indispensable basis for making decisions regarding merit pay, bonus allocation, promotion, and retention, as well as for managing performance to higher levels. 
However, the results of conventional appraisal methods are typically so distorted by bias, and so difficult to compare across jobs and even raters, that they fail to adequately serve their intended purposes.  
This paper introduces a revolutionary internet based appraisal system called Performance Distribution Assessment (PDA), which has been designed to largely eliminate the deficiencies that have long beset all other appraisal methods.


Introduction
It has long been recognised that the validity of the fundamental activities of human resource management (e.g., selection, pay-for-performance, training, etc.) rests on the accuracy with which performance is measured. Less well-recognised, but tacitly understood by many, is the essential role that the power to assess another’s performance plays in giving operational meaning to the concept of authority in organizations (Dornbusch & Scott, 1975). 
These imperatives for measuring job performance have instigated a variety of methods for doing so over the last century. However, despite the proliferation of such methods, the ability of existing methods to measure performance is generally recognised to be inadequate. 
Even the appraisal methods considered most rigorously developed, such as ​behaviourally anchored rating scales, are seriously flawed by documented deficiencies. The problems that afflict less rigorously developed, but more widely used methods, such as Management By Objectives and simple graphic rating scales, are even worse.

Performance Distribution Assessment (PDA) was developed to overcome the most glaring deficiencies of existing performance appraisal methods. This computer-based, online procedure offers a number of long sought performance appraisal capabilities which form what might be called the performance appraisal wish list.


The Performance Appraisal Wish List
Practitioners and academics generally agree that the following capabilities are seriously lacking in existing appraisal methods:

1. Effective control of rating errors

2. Consideration of all differences between performances

3. Limitation of accountability to the range of feasible performance

4. Comparability of performance scores across jobs

5. Usefulness for managing performance

Effective control of rating errors. 

Rating errors occur in two forms: intentional and unintentional (Kane, 1994). 
Intentional rating errors are a rater’s deliberate distortions to make ratings conform to some preconceived notion about the ratee’s performance. 
Unintentional rating errors are those inaccuracies in ratings that result from unconscious biases, such as stereotyping and halo error. A method is needed which substantially improves control over both of these forms of errors.

Consideration of all differences between performances. 

Existing appraisal methods measure only one parameter (i.e., attribute) of employee performance on each aspect of a job: the average level achieved over all the times the employee performed the job aspect. Considerations of how consistently the employee performed job tasks and how successful the employee was at avoiding harmful costly outcomes are ignored. 
Suppose, for example, that surgeons were rated on the average number of times per year that they washed their hands before operations. Would you feel comfortable selecting a surgeon to operate on you without knowing how the surgeon rated on consistency of hand washing? 
The capability of measuring these “lost parameters” and of incorporating them along with average performance into a comprehensive measurement system has been absent from appraisal methods for too long.

Comparability of performance scores across jobs. 

Performance appraisal rating scales conventionally take one of two partially adequate forms: job specific scales, which increase accuracy through their specificity but severely limit comparability of scores between jobs, and universally applicable scales, which severely reduce accuracy but increase comparability. 
What is needed is a methodology that can simultaneously assess performance on the specific aspects of jobs and produce scores on overall performance that are universally comparable, and can be averaged, across jobs, subunits, and organisations. 
Only through such score comparability can performance-based decisions on such matters as pay adjustments, promotion, and retention be made fairly and effectively across employees assessed by different raters on different job functions performed under different circumstances.

Limitation of accountability to the range of feasible performance. 

Employees’ at all organisational levels have always had to endure the failure of appraisal systems to account for restrictions on performance caused by circumstances beyond their control. This violates a fundamental precept of accountability: that people should only be held accountable for achieving the maximum that was feasible to achieve. 
Appraisal systems that violate this precept will inevitably be perceived as unfair. There is consequently a need for an appraisal method that can adjust scores to reflect the restrictive influences on performance that occur during each appraisal period.

Usefulness for performance management. 

A recent survey of 1,190 workers by Watson Wyatt, a leading HR consulting firm, found that... only three out of ten U.S. workers agree that their company's performance management program actually does what it is intended to do: improve performance. And only two out of ten workers say their company helps poorly performing workers improve (Financial Services News, April 19, 2004). 
And yet, it is these very performance management systems on which organisations exclusively rely to promote improved performance. From these survey findings it is reasonable to infer that there is a widespread failure of these systems in meeting the expectations of organisations and their employees. 


The Key Concepts of PDA
There are four basic concepts that are essential to understanding PDA and its distinctiveness from all other appraisal methods: 

1. PDAs concept of job functions

2. PDAs concept of performance dimensions

3. The performance graph

4. Distributional Assessment

Job Functions
Any job can be broken down into successively narrower components, in much the same way that the science of biology categorises living things first into the animal and plant kingdoms and then into progressively narrower groupings. Doing this kind of breakdown within a job allows us to do two things:

1.
Once having identified job components that are narrow enough to be observable and measurable, we can re-combine measurements of performance on them to express performance on any broader segments of a job that may be of interest to us.

2.
We can determine the minimum number of observable components on which performance must be appraised in order to get an adequate representation of performance on the overall job.

The individual job components into which a job can be broken down will be referred to as job functions.

Performance Dimensions
Most conventional appraisal methods attempt to directly measure overall performance on each job function included in the particular system. This approach fails to recognise the complexity of such a judgment. 
Performance on any given job function virtually always varies along two or more of the following six Aspects of Value (see definitions in Appendix A):
1. Quality

2. Quantity

3. Timeliness

4. Cost Effectiveness

5. Need for Supervision

6. Interpersonal Impact

To judge an employee’s performance on a job function as a whole, a rater must consider how well the employee did on all of the relevant Aspects of Value, weight the aspects in a policy-consistent manner, combine the scores and weights into an overall judgment, and express it in the form demanded by the rating scale. 
All evidence suggests that such a task is too complex for the unaided human mind to perform in a reliable, bias-free, and verifiable manner. PDA solves this problem by first defining each “thing to be rated” not as a whole job function but rather as only one of the previously-mentioned six parts (i.e., Aspects of Value) of a job function. 
Each such combination of an Aspect of Value and a job function is called a performance dimension. For example, suppose we planned to appraise the job performance of managers and that one of the job functions to be included in the appraisal was planning. 
We might determine that three Aspects of Value are relevant for judging performance on planning: quality, timeliness, and need for supervision. This would result in the formation of the following three performance dimensions on which each manager would be separately appraised:

( Quality of planning

( Timeliness of planning

( Need for supervision in planning 

Besides reducing the cognitive demands on the rater, this approach to conceptualising the content domain of a job has a further advantage that emerges when all performance scores are in the same metric and can be combined and averaged. Specifically, the resulting performance domain for any job becomes two-dimensional, as illustrated in the following example for a manager:

                                     Job Functions
	Aspects of Value
	Planning & Organizing
	Guiding, directing and motivating subordinates
	Training, coaching, and developing subordinates
	Representing the organization to customers and the public
	et cetera

	Quality
	
X
	
X
	
X
	
X
	


	Quantity
	
	
	
	
X
	

	Timeliness
	
X
	
X
	
X
	
X
	

	Cost Effectiveness
	

	
	
X
	
	

	Need for Supervision
	
X
	
	
	
	

	Interpersonal Impact
	
	
X
	
X
	
	


Figure1. A two-dimensional conceptualisation of job content domain.

This means that in addition to being able to compute performance scores on the specific functions of a job (i.e., by averaging the scores within each column), it also becomes possible to compute scores on each of the Aspects of Value (i.e., by averaging the scores across job functions within each row). This produces up to six generic performance scores that can be compared (and averaged) across all jobs in an organisation.

The Performance Graph
An employee’s performance on a performance dimension during a specified period of time can be represented on a performance graph, as shown in Figure 2. The Outcome Levels axis of the performance graph consists of the range of outcomes 

achievable on some specified Aspect of Value whenever the job function is performed. 
These range from Lowest Tolerable (i.e., the lowest outcome that an employee would be permitted to exhibit at least once without the function having to be removed from the employee’s responsibilities) to Most Nearly Perfect (i.e., the most nearly perfect outcome that any fully-qualified performer should be able to regularly achieve when circumstances do not restrict his/her efforts). 
The Occurrence Rate axis consists of the range of percentages, from 0% to 100%, of the total number of times that the ratee had the opportunity to perform the job function during the appraisal period. These percentages are used to express the rate at which a given outcome level either could have been achieved, or actually was achieved. 
The result of plotting a ratee’s best feasible or achieved performance record on a performance graph is called a performance distribution. 
Each point on a performance distribution plotted on the graph represents the estimated percentage of times on which the corresponding outcome level either could have been produced (i.e., Best Feasible Distribution), or was produced (Achieved Distribution). 
A performance distribution is, therefore, a complete depiction of an employee’s performance on a performance dimension during a specified period of time.
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Figure 2 Performance Graph
Distributional Assessment
 The task of performance appraisal, regardless of the method used, is to capture and quantify the information contained in performance distribution. PDA differs from all other methods in its approach to this task by employing the Distributional Assessment Model (Kane & Lawler, 1979; Kane, 1986). This model is distinguished by three features:

1. Its strategy for capturing the rater’s image of the performance distribution;

2. The performance distribution parameters it seeks to quantify;

3. Its flexibility in defining the normative standard against to compare .

Capturing the rater’s image of the performance distribution. 
PDA rejects the traditional belief that we can expect the average rater to form a mental image of a record of performance as represented by a performance distribution and hold in it in his/her consciousness while making a reliable, unbiased judgment about it. 
Research over the past couple of decades has shown that people are quite inept at using recollected data to estimate the status of people or events on any characteristic. We can’t even be sure as to whether they are basing their judgments on what they conceive to be the average of the distribution or on some other attribute (e.g., the highest level achieved; see Sackett, Zedeck, & Fogli, 1988). 
PDA accepts these findings and refrains from the usual practice of asking the rater to report an overall judgment of how effectively an employee performed on a performance dimension. Instead, PDA simply asks the rater to report the occurrence rate percentages that form the performance distribution. 
The PDA scoring program then takes these percentages and systematically computes all the needed information about the performance distribution, free from any further source of human bias. This approach avoids virtually all the points at which previous methods allowed human judgment to distort ratings.
Moreover, research has found that the type of recall that humans perform more accurately than any other is the recall of absolute and relative frequencies (see Kane & Woehr, in press, for a review of this literature). 

Quantifying the salient parameters of performance distributions. 
All previous appraisal methods have considered the average outcome level to be the only parameter of performance distributions that was meaningful. These methods have assumed that variation in the outcome levels an employee achieves is simply random “noise” and should be ignored. 
The danger of ignoring such information has been pointed out previously. PDA heeds this danger and encompasses all characteristics of an employee’s performance record, such as its consistency and its success at avoiding negative outcomes, in the scoring of each employee’s performance. It does this by using a dynamic Euclidean distance index to quantify the proximity of the actual distribution to a normative distribution (Kane, 1994).

Choice of the normative distribution. 
All other appraisal methods which try to express performance levels (rather than rankings of employees) produce scores that represent how well an employee performed compared to “ideal” performance. Invariably, ideal performance is implicitly conceived as achieving the most nearly perfect outcome level 100% of the times a person performs on each performance dimension. 
Clearly, factors beyond the performer’s control often make it impossible to achieve such a record on most if not all of the performance dimensions in most jobs. Some examples of factors beyond the control of job incumbents that limit performance include:

1. Failure to receive raw materials needed to meet production quotas.

2. Changes in product demand due to unforeseeable market conditions.

3. Demands for quantity or timeliness that restrict the degree of quality that can be achieved.

4. Excessive workloads that limit the time that can be spent on any one task.

5. Inadequate tools, information, or staff support.

Choosing the best feasible, rather than the ideal distribution as the normative distribution against which to compare an actual distribution results in excluding the range of performance that was infeasible to achieve. The ratee’s accountability is thereby limited to the range of performance that was feasible to achieve.  
The resulting scores express relativistic performance effectiveness in contrast to the absolute performance effectiveness obtained by scoring actual performance in relation to perfect performance. Expressing an employee’s actual record in relation to the best feasible record offers two important advantages:

1.
It removes a major source of perceived unfairness in performance appraisals from the standpoint of the rate.
2. All actual performances in every facet of every job are expressed in relation to an upper limit defined identically for all jobs: the best record of outcomes that was feasible to achieve. The use of such a universal upper limit produces scores that are directly comparable not only across all positions within a job, , but also on common elements (i.e., the six Aspects of Value and overall performance) across all jobs, subunits, and organizations. 
For example, the overall job performance scores for all employees represent how close (in percentage terms) the employees came to achieving the best records feasible in all of their job functions. Such percentage scores can be directly compared between any two employees regardless of how different their jobs are.

In order for PDA to assess each employee’s actual performance record against the best feasible record, it is necessary to have the rater report two sets of percentages for each performance dimension. 
In addition to reporting the percentages that form the ratee’s achieved or actual performance distribution for each performance dimension, the rater (preferably in collaboration with the ratee) is also asked to report the percentages that form the best feasible performance distribution that could have been achieved on the respective performance dimension during the appraisal period. 
By having the rater and ratee collaborate in seeking to reach a consensus on the best feasible distributions, the attribution biases of the rater (i.e., to attribute deficient outcomes more to the person than the situation) and of the ratee (i.e., to attribute deficient outcomes more to the situation than the person) can be expected to neutralise each other (assuming both parties are accorded equal influence in the consensus-seeking process). This should result in acceptably accurate estimates of best feasible distributions.


How PDA Works
PDA is accessed through a secure website. The supervisor is responsible for selecting the job functions that will be included in each subordinate’s appraisal. These can be selected from the ratee’s own job, from any other job in the organization, or from a long list of generic occupational functions.  
The rater then proceeds to weight the relative influence of the job functions in the appraisal. This is accomplished through the implementation of a new and highly effective weighting technique called swing weighting. The weights obtained from this procedure express the relative sizes of the gaps between the contributions made by performing functions perfectly and the harm caused by performing the same functions at the lowest level tolerable. 

The supervisor is then given the option of employing multiple raters in the appraisal. If the supervisor elects to do so, he/she is taken to a screen that allows any other person in the organisation to be identified through a graphical organisation chart. A person is selected for inclusion as a participator by merely double clicking on his/her box in the chart.  
The influence of each rater selected to participate in assessing the ratee’s performance is separately weighted on each job function. Thus, the system allows different raters to be designated for, and weighted differently within, each job function.

The rating process itself consists of two screens, one for rating best feasible performance and one for rating actual performance. In each case the rater is led through the process of estimating percentages for the low, middle, and high outcome levels by a series of three questions. The program then estimates the percentages for the intermediate levels (i.e., 2 and 4), which the rater may then adjust to his/her satisfaction.

The scoring is done virtually instantly in real time, and the reports are accessed at a website reserved for this purpose. Percentages of maximum feasible effectiveness are reported on overall performance, overall performance on each Aspect of Value, overall performance on each job function, and performance on each Aspect of Value within each job function. In addition, the best feasible and actual distributions are reported for each Aspect of Value within each job function. 

Finally, after viewing the appraisal results, the ratee or his/her supervisor may generate a GainPlan for performance management purposes. In this process the ratee’s current overall performance score is displayed and the user is asked to enter a target performance level to be achieved during the forthcoming appraisal period. 
The program then proceeds to generate a report which conveys the easiest possible path to achieve the targeted performance. This includes information that specifies how much the occurrence rate of each outcome level on the designated performance dimensions should be decreased or increased. This information constitutes an outcome-specific tool for the self-management of performance to higher levels.

It is also worth noting that users can request a constraint analysis to complement each appraisal. This analysis shows the relative severity of constraints on overall performance, on each overall Aspect of Value, on each overall job function, and on each Aspect of Value within each job function. This enables the constraint bottlenecks on each job to be identified. 
Having this information permits a double-barrelled approach to performance improvement: deficits in absolute performance can be addressed not only by seeking to raise performance closer to the best feasible level, but also by raising the best feasible level closer to perfection.


Conclusion
PDA directly addresses all of items on the “Performance Appraisal Wish List”. It offers the prospect of suppressing unintentional errors by excluding from the rating process the cognitive steps (i.e., estimating the “value” of an observed distribution of performance, and converting that estimate to the format required by the response procedure) that are most susceptible to the intrusion of such error. 
Also, by requiring raters to report on specific generic aspects of each job function, instead of on the job function as a whole, another avenue of opportunity for unintended inconsistency is blocked. Lastly, by utilising frequency estimation as the lingua franca of the rating process, PDA utilises what research has shown to be the most accurate, least biased method of eliciting memories for past events.

PDA suppresses intentional error by framing the response task in terms of reporting the specific relative frequencies of specific outcome levels on specific aspects of value of specific job functions. This high level of specificity in the required responses is expected to be sufficient to deter many, if not most, raters from intentionally reporting false percentages for fear of being detected and challenged.

This new method is also able to fulfil the wish of being sensitive to all differences between performances. Its elicitation of estimates of explicit distributions and their scoring through the use of the dynamic Euclidean distance measure ensures that the scores will be sensitive to differences between performances on all of the possible parameters along which they can vary.

By using the best feasible distribution as the normative standard against which to compare all actual distributions, PDA ensures that accountability is limited to the range of performance that was indeed feasible to achieve. This method offers the first real hope of overcoming the problem of situational constraints, which have been both a source of unfairness and an obstacle to being able to compare performances in positions and jobs performed under different circumstances.

Finally, the use of the GainPlan tool in combination with the data generated via the Distributional Assessment Model enables information to be furnished to the ratee that will allow him/her to self-manage his/her performance to higher levels. By giving people information on the specific outcome levels they need to increase and decrease, and by how much, on very precisely defined aspects of specific job functions, it is anticipated that most workers will be able to gain a clear understanding of exactly what they have to do in the forthcoming period to raise their performances.

Interested parties may try out the system in rating a managerial job by accessing the www.performance-sciences.com website and entering the PDA Demo as a guest. 
Guest users may view the reports of the appraisals they conduct at the www.PSI-Records.com website. 
Sample reports and many more details on the PDA system may be found at the www.performance-sciences.com website.
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Appendix A

 SEQ CHAPTER \h \r 1

Aspects of Value
Quality:

The degree to which the process or result of carrying out an activity approached perfection in terms of either conforming to some ideal way of performing the activity or fulfilling the activity’s intended purpose.

Quantity:

The amount produced, expressed in such terms as dollar value, number of units, or number of completed activity cycles.

Timeliness:

The degree to which an activity is completed, or a result produced, at the earliest time desirable from the standpoints of coordinating with the outputs of others, maximizing the time available for other activities, and/or meeting the deadlines of internal or external customers or clients.

Cost Effectiveness: 

The degree to which the use of the organization’s resources (e.g., human, monetary, technological, material) is maximized in the sense of getting the highest gain or reduction in loss from each unit of a resource expended.

Need for Supervision: 

The degree to which a performer can carry out a job function without either having to request supervisory assistance or requiring supervisory intervention to present an adverse outcome.

Interpersonal Impact: 

The degree to which a performer promotes feelings of self-esteem, goodwill, and cooperativeness among coworkers and subordinates.

